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Internet routers do not provide end-hosts with explicit feedback, mostly due to scalability and simplicity reasons. Crucial information regarding the network, such as the presence of congestion or the delay and bandwidth in the network path that connects one host to another, has to be inferred by the end-hosts instead. For instance, TCP estimates the Round-Trip Time (RTT) in a connection's path, necessary for computing the retransmission timeout, using timestamps carried by data segments and ACKs. More recently, several researchers have focused on estimation algorithms and tools for the estimation of "bandwidth" through end-to-end measurements. Bandwidth is significantly harder to estimate, compared to the RTT and loss rate of a path, but it also offers a wider spectrum of applications and capabilities. 

The term "bandwidth" carries several interpretations in the context of packet networks. This talk will start with the definition of the three most common bandwidth metrics for an end-to-end network path:


a) capacity  (a.k.a. bottleneck bandwidth)

b) available bandwidth

c) TCP throughput (a.k.a. Bulk Transfer Capacity, or BTC)

Emphasis will be given on the differences between the three metrics, and on the relation between them. 

By end-to-end "bandwidth estimation", we mean a set of measurement techniques that aim to infer the previous three bandwidth metrics from the end-points of a network path. A significant part of this talk will explain the currently known bandwidth estimation techniques, and the challenges that they face. 

Starting from the estimation of network capacity, we will explain the basic packet pair technique of Jacobson and Keshav. This fundamental technique will be studied from a new perspective, based on what we refer to as "packet dispersion theory". Then, we will review more recent work on capacity estimation by Paxson, Lai and Baker, Pasztor and Veitch, Dovrolis, and others. We will examine techniques for capacity estimation based both on statistical analysis and on queueing effects. 

The problem of available bandwidth estimation has been only recently explored. We will review the techniques proposed by Melander et al., and by Jain and Dovrolis.  Both techniques are based on probing streams of variable rates. The available bandwidth is a significantly more complex metric to estimate, 

as it is dynamic in nature, and its variability depends on the burstiness of the traffic in the measured path. We will elaborate on the relation between the variability of the available bandwidth, and the estimation resolution that the currently known techniques can provide. 

Finally, the BTC is an important metric, as most data transfers use the TCP protocol. Typically, a BTC measurement requires a long TCP throughput that attempts to saturate a network path for a few seconds. We refer to these measurements as "intrusive". Proposals to estimate the BTC in a non-intrusive manner are based on analytical predictions of the TCP throughput as a function of the loss rate and the RTT in the network path. 

The talk will also describe a number of applications of bandwidth estimation. First, bandwidth estimation is directly related to congestion control, and it becomes even more important in high Bandwidth-Delay-Product network paths. Bandwidth estimation is also an important tool for routing in overlay and peer-to-peer networks. Other applications include rate-control in streaming applications, QoS verification, end-to-end (or edge-to-edge) admission control, detection of network anomalies and attacks. 

The most important challenge of the research efforts in this area is the integration of bandwidth estimation techniques with applications, transport protocols, network controls, etc. An issue of fundamental importance in this integration is the timescales over which we can predict the available bandwidth in a network path. Obviously, if such prediction is not possible, the applications of available bandwidth estimation will not offer significant benefits. Fortunately, the fact that Internet traffic is highly correlated in a wide range of timescales may mean that the prediction of available bandwidth estimation is possible and with a practically low measurement overhead.  
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